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Abstract 
The development of Adaptive Traffic Signal Control 

strategies for efficient urban traffic management is a 

major challenge faced by traffic engineers today. 

Reinforcement Learning (RL) has been shown to be a 

promising approach when applied to traffic signal 

control (TSC) problems. When using RL agents for TSC 

difficulties may arise with learning speed and 

performance due to the high dimensionality of the state 

action space. Here we extend previous work on RL for 

TSC by incorporating Look-Ahead Advice based on 

heuristic knowledge relevant to the problem domain. 

 

1. Introduction 
Traffic congestion is one of the major issues currently 

faced by modern cities. The many negative 

environmental, social and economic consequences of 

urban traffic congestion are well documented. High 

vehicle usage rates, along with the lack of space and 

public funds available to construct new transport 

infrastructure add to the significant challenges currently 

faced by traffic engineers. Reinforcement Learning 

(RL) has been shown to be a promising approach when 

applied to traffic signal control (TSC) problems [1]. 

 

2. Learning Traffic Signal Control with 

Advice 
In Reinforcement Learning for Traffic Signal 

Control (RL-TSC), each intersection is typically 

controlled by a single autonomous agent. Each agent 

has the responsibility of determining the light switching 

sequence at its assigned intersection, and learns a 

control policy by a process of continuous interaction 

with its environment. The agent receives a scalar 

reward signal based on the outcomes of previously 

selected actions which can be either negative or 

positive, and by remembering the rewards associated 

with previous state action pairs the agent can learn the 

optimal behaviour for a particular situation. Typically 

RL agents have no prior knowledge about the problem 

domain; however we often overlook the fact that the 

system designer may have some approximate or 

heuristic domain knowledge that could be useful to 

guide the action selection choices of a learning agent. 

Several authors have tried to advise learners in this way, 

with promising results in simple problems (see e.g. [2]). 

Here we extend previous work on RL-TSC [1] by 

advising the learner using a technique called Look-

Ahead Advice (LAA). When using LAA, an additional 

reward is added to the reward naturally received by the 

agent from the environment. In our case, we have based 

the advice given to the learner on a longest queue first 

heuristic. 

 

3. Experimental Results 
Fig. 1 below shows the effect of giving Look-Ahead 

Advice to a learner on a simple Traffic Signal Control 

problem. Two different Q-Learning agents were trained 

to control the traffic lights on a single intersection for 

75 two hour training episodes, where one agent learned 

with advice and the other without. These experiments 

were repeated 10 times. Our results show an increased 

learning rate for the agent learning with advice, with a 

better final policy learned, and a reduction of 10.5% in 

average waiting time at the junction. We also observed 

reductions of 8.6% in average queue lengths. 

 

 

Figure 1: Typical Effect of Reward Shaping on 
Waiting Times at a single junction 

 

4. Conclusion & Future Work 
    Here we have given a brief summary of our work on 

advising RL agents in TSC problems. We have shown 

experimentally that the proposed approach with Look-

Ahead Advice outperforms a previously published Q-

Learning approach without advice, with improvements 

in learning speed, and waiting times. 

 In future we plan to test this method more extensively 

using a simulated real world traffic network to prove its 

merit when compared to commonly deployed traffic 

control strategies. We also wish to explore other 

alternatives to the potential function presented here that 

may offer further performance benefits. 
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